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1. Introduction (Abstract)

The adoption of open source technologies has not happened as a big bang but at one project at a time. An increasing number of firms who once saw high risk in adopting open source products now see such products as an inevitable part of their enterprise architecture. 

By August 1999, The Linux operating system had become the fastest growing server operating system in the world. In contrast to the most popular competing operating system at that time, Microsoft’s Windows NT, Linux was not developed by a single group of people but was a product of the masses. People who were not full time employees but part time programmers located all around the globe. These people made up the “Open Source” movement and developed products like Linux free of cost.

Linux may be the most high profile product in the open source space however this space is not limited to one such product. This article looks at the non-Linux space where we have seen a large number of mature and non-mature open source products used at both the application and data architecture levels. We go a step further to describe how commercial application servers have made open source products a part of the J2EE stack.

2. The Convergence of Open Source and Commercial Technologies

This section looks at how commercial software like J2EE Application Servers are making open source technologies a part of their server architecture. Leading Application Server producers like IBM® and BEA® have released or are in the process of releasing products that contain a significant portion of open source software. These products follow a two-fold market strategy:

· Support of a more open architecture (*)

· Reduce the competitive advantage that open source application servers like JBOSS enjoy

The following diagrams show layered J2EE application server architecture. Diagram 1 is a standard architecture without support of open source technologies. Diagram 2 is the same architecture with support of open source technologies.  
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Diagram 1: Application Server Stack 1
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Diagram 2: Application Server Stack 2


The first diagrams is divided in the following layers:

a. Presentation Layer: This layer is the front end. The standard technology set includes an XML to Object Mapping Tool, a Tag Library, Java Server Pages (JSPs), a Model View Controller Framework and possibly a Web Service stack.

b. Business Logic Layer: This layer contains the application logic encapsulated in components using technologies like Enterprise java Beans (EJBs) and Message Driven Beans (MDBs). Java Management Extensions (JMX) is used at this layer to send alerts / notifications to the Application Management framework. 

c. Integration Layer: As the name indicates this layer integrates all the layers using interfacing technologies like Container Managed Persistent Entity Beans, Java Database Connectivity Technology (used for database connectivity), Java Messaging Service (used for message propagation / management) and Java Mail (used for emails).

d. Database Layer: This layer is the data store containing the local repository used by an application server. In this diagram we support two commercial data stores.

e. The other functions like Logging, Security and WebLogic Scripting Technology (WLST) are used across all layers. 

f. Workshop is a commercial IDE (Integrated Development Environment) provided by BEA Systems. 

The second diagram is similar to the first except that it replaces several commercial components with their open source counterparts. The following table provides details.

	Layer
	Technology
	Open source product

	Presentation
	XML to Object Mapping

This technology allows object oriented applications work with XML documents. It provides a standard way to convert XML documents into Objects (XML Beans).
	XML Beans

Promoted by the Apache foundation

It has emerged as a industry standard for working with XML documents



	Presentation
	Tag Library

A tag library is useful for the development of a Graphical User Interface. 
	JSTL: Java Server Tag Library

Promoted by …

It has been increasingly been used in several projects and speeds development of the User Interface



	Presentation
	MVC Framework

A web framework used to build a web application based on the Model View Controller design pattern
	Struts 

Promoted by Apache

Struts is a very popular MVC framework that is increasingly becoming part of several web application development tools

Spring MVC

Promoted by Interface21

Spring MVC is the web application part of the Spring Framework stack. It is an upcoming framework that is increasingly being used by web application developers



	Business Logic
	Components

Components help to create self contained, reusable pieces of code that are easily tested, deployed and reused. They are an effective means to reduce the complexity of software development.
	Spring

Promoted by Interface21

Spring is a popular framework that provides a lightweight J2EE framework that manages the lifecycle of components. 

	Integration
	Database Persistence

In any application development project there is a need for integration between the application and the database. This integration technology is often referred to as database persistence. It provides an interface between the two layers and the framework needed to provide connectivity
	Castor 

Promoted by Exolab Group.

Castor is a popular O/R mapping and JDO engine. It is a number of strengths and weaknesses (Refer to the next section for details)

	Database
	Data Stores

This layer just contains the databases that an application server uses to host their local repository
	Pointbase and MySQL are popular open source alternatives for data stores. 

Note: Several commercial products tend to use an open source database so that they can package it as part of their product at no additional cost

	Operating System
	The software that the rest of the software depends on to make the computer functional.
	Linux has emerged as a popular open source Operating System.  It has matured as an industry tested product and comes with paid support provided by Red Hat

	IDE
	The Development Environment is the primary tool of the developer. He / she uses it to develop the application. The better the IDE the better the productivity of the developer which leads to faster development time
	Eclipse is promoted by the Eclipse Foundation

It has emerged as a leading IDE that has been adopted by companies like IBM® and BEA® who have used it as a base to build their IDEs. 

	Deployment Tool
	The final part of a software development project is the deployment of the application. There is a wide range of commercial and open source deployment tools available
	Maven and ANT are the most popular open source deployment tools. 

ANT is the most popular product and normally is the core technology of other products like Maven. ANT is normally integrated in IDEs and Application Servers. 


3. Open Source Architecture

BearingPoint has worked with several clients who have opted to make Open Source technologies an integral part of their application. Often these clients are termed as early adopters. They are ready to use products that have been built by a group of part time developers who do not belong to a company but a community. In many cases this community does not provide structured technical support. Clients are left to depend on developer message boards. In spite of these risks open source presents a very strong business case that can no longer be ignored. The following points highlight some of the benefits:

· Open source products follow a software development methodology that has proven to be more robust and dependable

· These products are based on open standards allowing adopters to build open systems

· Lower software development costs since these products are available free of cost under the GNU license

Application Architecture

A popular choice for application development is to use Component Based Development (CBD). Although CBD is still new we are starting to have enough perspective to see what it’s about. It is argued that software built using CBD methodology is easier to maintain, cost-efficient and incorporates a shorter development lifecycle. The following points highlight key reasons as to why CBD is a preferred application development methodology: 

· Changing Requirements: Requirements gathering is an ongoing effort adding volatility to the project. CBD helped us to create self contained pieces of code whose implementation could be injected at runtime (Please refer to section “About Spring” to understand dependency injection)

· Distribution of work: We had a distributed team of developers. The CBD approach helped us to divided work as per defined business functions. Each component encapsulated their piece of functionality exposing what was needed by other components via an interface

· Testing: A very important part of software development is unit testing. Developers tend to skip or not put in the required effort for this task. The CBD approach promotes self-containment and thus reduces dependency between components making it simple to do unit testing.

· Configuration: Another way to manage changing requirements is to follow a parameter based development approach. Component management frameworks often provide us a consistent way to manage dynamic properties in configuration files

Component based development is only as effective as the technology used to achieve it. There are a large number of commercial and open source technologies available for Component Based Development. Some of the popular technologies are COM, CORBA, EJB and the Spring Framework. In this section we look at the Spring Framework in more detail.

The Spring Framework

It is a layered architecture consisting of seven well-defined modules. The Spring modules are built on top of the Spring core module. This module defines how beans are created, configured and managed. In this section we wil Spring is a popular Open Source framework. It is primarily developed by and controlled by Interface21 Inc. Spring can work standalone or with existing application servers and makes heavy use of XML configuration files.  

The diagram shows the interaction between a client program and the Spring Factory. The important point is that the class name and the configuration details are retrieved from the bean configuration file at runtime. Now the implementation class can be changed at runtime. 
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Spring brings with it many benefits some of which are:

1. Not just another framework: Spring is based on a common core design philosophy to deliver middleware services to loosely coupled plain old Java Objects (POJOs). The framework “wires” application services to the POJOs by intercepting the execution context or injecting service objects to the POJO at runtime. 

2. J2EE focused: Spring’s main aim is to make J2EE easier to use. If EJB is what your company is looking for, then Spring is a very effective and lightweight alternative solution that can effectively organize your middle tier objects. 

3. Aspect Oriented Programming: Spring can eliminate the need to use a variety of custom properties file formats, by handling configuration in a consistent way throughout applications and projects

4. Consistent framework: Spring provides a consistent framework for data access, whether using JDBC or an O/R mapping product such as Hibernate

5. Portability and Application Server Support: Spring is portable between application servers. Of course ensuring portability is always a challenge, but we avoid anything platform-specific or non-standard, and support users on WebLogic, Tomcat, Resin, JBoss, WebSphere and other application servers.

This case study examines how we used the Spring Framework and contains a recommendation based on the lessons learned.

Case Study A

Overview

We were developing a Customer Relationship Management system. The primary function of the system was to support firm wide reporting of data across all lines of business. CBD helped us to design a loosely coupled system where functionality was localized in each Spring component. We managed the lifecycle of the components from two property files. In these files we specified the implementation class to be used at runtime, the type of instantiation, parameters and the name of the bean instance.

Lessons Learned

· Spring proved to be a very effective way to quickly create components without worrying about transactional support

· Unit testing of components was a major plus since Spring components can be easily used within Junit tests

· Division of work was clear and helped in supporting development by a geographically dispersed team

· Online documentation (help files, examples, user experiences, etc) were abundant and helped us to get Spring working quickly from the ground up

· Spring provided us a very easy to use lightweight J2EE container minus all the complexity that a container like Enterprise Java Beans would bring. 

· To properly employ IOC we found that an application’s code needs to follow stricter Java programming principles, specifically coding to interfaces

· Spring eliminated the need to use a variety of custom property file formats by handling configuration in a consistent way throughout the application. 

Data Architecture

A major part in any application development project is the need for a data persistence framework. The purpose of such a framework is to abstract from the user functionality like connection to the database, complexity to access / manipulate data, transaction management and support of lazy loading / caching to improve performance. The Java Data Objects (JDO) standard provides a unified, simple and transparent persistent interface between Java application objects and data stores. The figure illustrates the JDO architecture. The specification allows multiple JDO implementations to be plugged into an application server. This approach allows the application to access the database from a consistent java centric data view. The implementation further provides the necessary mapping from Java Objects into the data stores fields.
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JDO solutions can be divided into three categories:

· Commercial solutions: e.g. Cocobase

· Framework embedded solutions: e.g. Enterprise Java Bean Container Managed Persistence

· Open Source solutions: e.g. Castor JDO. Developed by the open source community and has been around for more than 5 years

In this section we will focus on Castor JDO. 

Castor JDO

The Open Source community has developed Castor JDO for the past 5 years. Castor JDO is a Java based solution that was being developed even before the Sun JDO specification was created. Castor is designed around the following scenario:

1. Begin a transaction

2. Query for objects using Castor OQL or use the create functionality

3. Perform operations and modify the objects

4. Call commit and let the Castor update the database

Case Study B

Overview

We were developing a Customer Relationship Management system. The primary function of the system was to support firm wide reporting of data across all lines of business. From an application architecture point of view we created a loosely coupled architecture using components and object-oriented principles. Similar to the application architecture the data architecture was highly object oriented in design. A natural implementation choice was to use an Object to Relationship mapping technology that would be able to leverage such a data structure. We used Castor JDO to manage the relationships between 30 tables. 

Lessons learned

1. Castor was good for shallow updates but performed erratically for deep updates. This caused us a great deal of problems and led to considerable project delay.

2. Castor had a powerful query engine and met our performance and scalability requirements

3. The data to XML binding framework was easy to use and configure and thus proved to be a good choice

4. Available documentation was sparse and the only source of support was the Castor mailing list. Both documentation and support did not meet our needs and led to significant project delays

5. Debugging effort using Castor was very high. Although Castor used Log4J for logging, the debug messages were too verbose and hard to trace.

6. Castor had problems when a single value is represented by multiple object instances in the same object tree update. 

7. Most of our problems come from the need to hold onto objects across transactions and perform complex updates. 

Recommendation

Castor works well under the simple situations for which it was designed. It falls short in real world application environment involving complex data structures that may be updated from multiple interactions. 

4. The Reality of Open Source

In this issue the article “Replatforming Legacy Applications” has tried to separate myth from reality in the area of open source. In this section we have examined the myths against our real world experience. 

Myth # 1: Open source is hype and buzz

Myth # 3: You have to go open source all the way

Reality: The sections “Commercial v/s Open Source technologies” and “The non-Linux space” show why these myths are unfounded.

Myth # 2: Support of open source is not as good as that provided with commercial products

Reality: Case Study A (Component Based Development using Spring) shows that support for the Spring Framework was sufficient and in reality not really needed since the product performed so well. However, Case Study B (O/R development using Castor) shows that support was limited and affected the software development timeline. Based on these observations it is safe to state that this myth is not completed unfounded however, it is applicable to both the commercial and open source spaces.

Myth #5: Large-scale open source implementations are limited to Linux

Reality: This basis of this article is to defy this myth. Open source is not only limited to Linux but is present at all architecture layers.

5. Conclusion

Open source software is not synonymous with free software. Although it may be distributed without any licensing costs it comes with a number of hidden costs and risks, for example:

· Technology support costs

· Legal costs 

· Risk of unproven technology

· Lack of corporate support structure to ensure development of new versions, maintenance of current versions and backward support of previous versions

In Case Study B (O/R mapping tool) we have seen how an Open Source product like Castor led to extended project delay and sleepless nights for developers. Although the core engine performed as stated it was a challenge to correctly configure and develop it in our environment. The main problems were lack of documentation and technical support. In this example the company played the role of an early adopter. They failed to conduct an extensive proof of concept (ideally done by the Architecture Office) and evaluate the risks of adopting an open source technology like Castor.

In Case Study A (CBD using Spring) we have seen how an Open Source product like Spring helped improve development time, made the code more maintainable and allowed clear division of work. Although the outcome of using Spring was positive the company still failed to evaluate the risks of adopting an open source technology like Spring. 

Both these examples highlight the importance of having a detailed risk evaluation plan before any technology is adopted. This applies more so to open source technologies as compared to commercial technologies. Our recommendation would be to take the following steps:

1. Involve the Architecture Office / Office of CTO to drive the adoption of an open source technology

2. Evaluate the maturity of the technology

3. Evaluate the support structure if available

4. Perform a thorough proof of concept in a production lab

5. Publish firm wide documentation on the technology (deployment, configuration, etc) if it is to be adopted

6. Involve the legal team to understand the terms of the GPL License and perform a risk assessment

The intent is not drive one away from adoption of open source technologies but to highlight the importance of having a process in order to mitigate risk. Companies are recognizing that Open Source is a force that can be used to ones advantage and we hope that this article has helped in that direction. 
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